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Executive Summary
High resolution numerical weather prediction (NWP) is critical for improved forecasting of
expected meteorological conditions, especially for extreme events. It delivers high resolution
spatial and temporal information about potential intense precipitation, wind, temperatures and

other atmospheric phenomena that can help to better forecast impending natural hazards.
Considering the changing climate and the associated growing frequency and magnitude of

natural disasters, the value of NWP for the operations, information and warning services of
National Meteorological and Hydrological Services (NMHS) should not be underestimated. The
ever-increasing accuracy of modern weather forecasting would not be possible without NWP.

NMHSs traditionally install high performance computers (HPC) on their premises to run NWP
models. This comes with certain advantages such as minimization of potential latencies (time lags)

of the network and nodes, optimal hardware configuration for NWP needs, and strong data security.
However, due to resource and capacity constraints, many NMHSs often struggle to operate and

maintain HPCs, which require costly facility and infrastructure investments, and high regular
budget for maintenance, electricity, cooling and expert staff. Further, HPC operational limitations

can result in periods of under-utilization and over-utilization, leading to non-optimized operations
Conversely, cloud computing has become increasingly affordable and offers more flexibility in job

and computing resource scaling without requiring significant capital investments. As such, it may

be an attractive option to contract cloud providers for computing needs, particularly for resource
constrained NMHSs intending to run NWP limited area models (LAMs) to support their operational
forecasting.

The German Weather Service (DWD), World Bank and World Meteorological Organization (WMO)

collaborated to test the feasibility of running an operational NWP LAM on commercial cloud computing

services. Aligned with ongoing regional World Bank and WMO support for the modernization of
hydrometeorological services in Central Asia, the pilot LAM covered a representative area of 2.6
million km2 at horizontal resolution of 3.2 km (resulting in 238,844 grid cells), with 65 vertical model
levels. 72-hour forecasts were run with 8,640 time-steps of 30 seconds.

A containerized version of the ICON NWP model was tested with this configuration on three major

commercial cloud providers. By using containerization, ICON installation on the cloud was made
significantly easier and once set-up, portability from one cloud provider to another was not complex

and does not take long, assuming the necessary user accounts and payments have been set up. The
selection of computing node configurations on the cloud providers aimed to keep forecasting run

times under 30 minutes, so to simulate the operational meteorological processing timing needed
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and reduced cost-effectiveness.

by NMHSs. To run the model on the cloud and download results (>34 GB) in-line with operational
meteorology requirements, a standard internet connection with the speeds generally available in
Central Asia is sufficient.
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Going forward, containerization will continue to be performed by DWD and the COSMO Consortium
as a modern approach to release ICON and its updates, requiring only downloading and running

a large file for installation. When timely initial states and NWP model systems are provided by
one of the larger NWP centers such as DWD, to set-up and operate NWP forecasts on cloud
services, a NMHS appears to require at a minimum two dedicated positions: one ICT specialist

who operates the cloud, and one operational staff with skills in NWP. It should however be noted

that the required ICT expertise and skills are likely somewhat different to those normally held by
standard NMHS ICT specialists.

Testing of the above set-up resulted in a conservative estimate of costs of under US$30 per forecast
run. Utilizing conservative assumptions and estimates for the costs of pre- and post-processing,
the total annual cost of running the model on the cloud (twice per day) would be approximately

US$50,000. This is far below the annual operations and maintenance (O&M) costs of a standard

HPC needed for running such an NWP model, which is estimated to be on average US$150,000US$300,000 per year. This is of course in addition to the capital investment costs of for procuring
the HPC and required support facilities, which are estimated around US$1 million.

It therefore appears that running NWP on a commercial cloud provider could be an attractive

alternative to procuring and maintaining an HPC for the same purpose, particularly for resource
constrained NMHSs. Often challenged to mobilize sufficient budget and attract and retain technical

staff to maintain HPCs, the offloading of such burdens to commercial providers for comparatively
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small costs could be worth exploring. A cloud solution would also enable NHMSs to reorient

limited resources to post processing of products generated on the cloud, thus better focusing and
intensifying NWP in-house activities on specific national and local needs.

The piloting of ICONIC in Central Asia is being pursued to provide a test case and reference for

potential operational utilization of cloud computing for NWP by NMHSs all around the world, in
alignment with the missions of the involved partners. At the same time, NMHSs should keep in mind

that the level of skill and resolution of global mesoscale models are very high and will continue to
improve, also in ensemble mode. LAMs only provide significant benefits over global models when

run at substantially higher resolution and/or with assimilation of high-quality local observations,
the latter having not yet been tested under ICONIC and requiring more computing complexity and

expertise, since the data assimilation suite needs to be ported to the cloud in addition to the NWP

model. The decision for a NMHS to run its own NWP must therefore also consider existing and
future available global products, and how a LAM could add value to deliver improved services.

The results presented here summarize the detailed technical report on ICONIC piloting in Central
Asia, available here1: https://doi.org/10.5676/DWD_pub/nwv/icon_009
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CAFEWS

Central Asia Flood Early Warning System

CAHMP

Central Asia Hydrometeorological Modernization Project (World Bank)

CAWEP

Central Asia Water and Energy Program (World Bank)

CIS

Commonwealth of Independent States

COSMO

Consortium for Small-scale Modeling

COSMO-CA

COSMO Central Asia (NWP model)

CPU

Central Processing Unit

DWD

Deutscher Wetterdienst (German Weather Service)

ECMWF

European Centre for Medium-Range Weather Forecasts

ENIAC

Electronic Numerical Integrator and Computer

GB

Gigabyte

GFDRR

Global Facility for Disaster Reduction and Recovery

GNI

Gross National Income

GPC

Global Producing Center

HPC

High Performance Computer

ICON

Icosahedral Nonhydrostatic (NWP model)

ICONIC

ICON In the Cloud

ICT

Information and Communications Technology

IMS

Israel Meteorological Service

ITU

International Telecommunications Union

LAM

Limited Area Model

MPI

Message Passing Interface

NCEP

National Centers for Environmental Prediction (USA)

NMHS

National Meteorological and Hydrological Service

NWP

Numerical Weather Prediction

O&M

Operations and Maintenance

PACT

Program for Asia Connectivity and Trade (World Bank)

PMU

Project Management Unit (of CAHMP)

RSMC

Regional Specialized Meteorological Center (of the WMO)

WMO

World Meteorological Organization

24/7

Twenty-four hours per day, seven days per week
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1. Numerical Weather Prediction
and Computing
Numerical weather prediction (NWP) uses mathematical models to forecast the weather,

representing the atmosphere as a three-dimensional grid upon which calculations are performed
(Figure 1). High resolution NWP is critical for improved forecasting of expected meteorological
conditions, especially for extreme events. It delivers high resolution spatial and temporal
information about potential intense precipitation, wind, temperatures and other atmospheric
phenomena that can help to better forecast impending natural hazards. Considering the changing

climate and the associated growing frequency and magnitude of natural disasters, the value of
NWP for the operations, and information and warning services of National Meteorological and
Hydrological Services (NMHS) should not be underestimated. The ever-increasing accuracy of
modern weather forecasting would not be possible without NWP.
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Figure 1: Schematic example of
discretization of the atmosphere over
Europe by means of a computational
grid for NWP. 2

forecasting took about one day to calculate a prediction
of 24 hours.3 Since then, NWP and high performance

computers (HPC) have become essential components

of weather, water and climate forecasting systems.

NWP models are run globally or for limited area domains

covering specific regions or countries (LAMs – limited
area models) at high temporal and spatial resolutions to
understand the atmosphere better and generate more
locally relevant information.

NWP operations for LAMs requires high-volume global

data sets (initial and boundary conditions) to support

production of localized data and information for

forecasting, prediction, warning and related services.
These global data sets are made available for download

by global producing centers (GPCs) such as the
Deutscher Wetterdienst (DWD), US National Centers for

Environmental Prediction (NCEP) and European Centre
for Medium-Range Weather Forecasts (ECMWF).

They are open and freely accessible for World Meteorological Organization (WMO) Member States,
as dictated by the Unified Policy for the International Exchange of Earth System Data. 4
2

8

In 1949 the first computer to be used for weather

3
4

Source: Craig, G. (2021). Introduction to intrinsically stochastic parameterization, presentation for the online “Stochastic
The Electronic Numerical Integrator and Computer (ENIAC) was run by the University of Pennsylvania, USA.

The WMO Unified Data Policy is the international agreement guiding the free exchange of weather, water and climate related Earth system data between the 193 Member States and Territories of WMO, available at: https://library.wmo.int/doc_num.php?explnum_id=11256

Running NWP on an on premise HPC has advantages such as minimization of potential network
and node latencies (time lags), hardware can be optimally set for NWP computing needs, and it
is preferred by some institutions for data and information security and privacy. In general, across

multiple sectors, installing and using an on premise HPC has proven to generate significant returns

on investment.5 However, HPCs have started to become less financially attractive, with an average
and rising cost of US$0.12 per hour for running a node, and losing its financial competitiveness

more every year.6 In addition, on premise HPC systems should be refreshed / upgraded about
every five years, which further entails costly and expertise-intensive data migration that often
adds an additional 50% to the initial machine cost.

HPC operational inflexibility can also lead to periods of both under- and over-utilization, thereby

undermining operational- and cost-effectiveness. On premise HPC systems often require additional

waiting times that lead to a loss in productivity. For example, a 2018 survey showed that 72.8% of
businesses using HPCs report that tasks are sometimes either delayed or cancelled, 29.2% have
reported that these reduce their completed workload volume by 50% per year, and 38% of HPC

tasks are reported as “unable to be completed”.7 This significantly reduces the HPC return on
investment.

Due to resource and capacity constraints, NMHSs often struggle to operate and maintain

HPCs, which require costly facility and infrastructure investments, and high regular budgets
for maintenance, electricity, cooling and expert staff. At the same time, cloud data storage and

Cloud computing also provides the flexibility to scale the utilized computing resources as per

operational needs. Figure 2 provides a comparison of scheduling of multiple computing jobs over
several days on an on premise HPC verses a cloud system. It can be seen that a cloud solution
allows more needs-based scheduling and the potential to scale computing power to complete large
jobs faster, resulting in timelier job completions, as per the needs of the operator.

For example, job 5 (in green) in Figure 2 needs to be spread over four days on the HPC (left side

of the figure) to accommodate other computing jobs that are more urgent and use up the HPC’s

limited computing power. With the cloud solution (right side of the figure), job 5 is completed in
one day, taking advantage of the scalability of the cloud (almost no limits to computing power) and
because other more urgent jobs were also performed more quickly. At the same time, on certain

days no jobs are being run on the cloud, which does not incur costs. The on-demand and flexible
approach facilitated by cloud computing is generally more efficient and cost effective.

5

6
7

See for example: https://www.delltechnologies.com/asset/en-us/products/ready-solutions/industry-market/hyperion-hpc-investment-brings-high-returns.pdf
https://rescale.com/blog/the-real-cost-of-high-performance-computing/

Hyperion Research (2018). HPC ROI Research Update: Economic Models for Financial ROI and Innovation from HPC Investments.
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computing have become increasingly available and affordable.
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Figure 2: Computing job schedules over several days and for different computing resource needs (number
of cores) for an HPC on the left (maximum HPC computing resources = “Data Centre Capacity Limit”) and
cloud computing on the right. Colors and numbers indicate discrete computing jobs8.
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As installing and operating HPCs is expensive, challenging and limits flexibility in job scheduling,

while cloud computing has become affordable and offers more flexibility without requiring significant
capital investments, it may be an attractive option for NMHSs intending to run NWP LAMs to use
cloud computing to support their operational forecasting.

10
Source: AWS & Intel (2019). What a TCO analysis won’t tell you: Dig deeper to discover the true cost of your on-premises HPC investments, White
Paper on The Economics of HPC, Amazon Web Services.
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2. Partnership in Central Asia
The World Bank has been supporting the National Meteorological and Hydrological Services (NMHS)

of Central Asia for more than a decade, primarily through the Central Asia Hydrometeorological
Modernization Project (CAHMP9), but also by pursuing a series of technical assistance and analytical
activities. During this time, NWP has experienced continued rapid evolution and growth in uptake,

with some of the Central Asian NMHSs adopting NWP in their operations, however with varying

degrees of success. Recognition of the benefits and therefore demand for high resolution NWP in
the region continues to grow.

To help provide access to NWP for all of Central Asia, CAHMP installed an HPC at the Regional

Specialized Meteorological Center (RSMC) in Tashkent, Uzbekistan, hosted by Uzhydromet.

COSMO10 limited area models (LAM) for two domains were established, one covering all of Central
Asia at a horizontal resolution of 6.6 km, and one focused on the high mountains in southeast
Central Asia at a resolution of 2.2 km. The RSMC has however struggled to operate and maintain

both the HPC and the NWP models, with regular service interruptions and often regional challenges
in connectivity for sharing and receiving data.

Recognizing the importance of NWP for modern hydrometeorological forecasting, as well as the
constraints faced by many NMHSs in terms of mobilizing sufficient operational budgets and attracting

approaches to leverage modern technologies and approaches through sustainable investments

that help NMHS fulfill their public responsibilities.11 Leveraging global and regional systems, cloud
computing and engaging more with the private sector12 have been identified as potentially providing
significant opportunities to improve NMHS performance and efficiency in the modern era.

DWD has been supporting NMHSs worldwide for more than 20 years, and its regional models are

free of charge for developing countries and universities. Various support services are targeted at
NMHSs and scientific users who are planning to run DWD’s regional models. These supporting

activities range from training events to “classical” support channels, e.g. mailing lists and F.A.Q.
web sites, to on-site assistance in individual cases.

Following several informal conversations on the margins of WMO global events and further
facilitated through mutual connections at MeteoSwiss, a World Bank and WMO delegation visited
DWD in June 2019 to explore opportunities for collaborating on NWP in Central Asia. The meeting

was also joined by representatives of COSMO members MeteoSwiss and the Israel Meteorological

Service (IMS), the latter having independently tested a traditional installation of ICON on cloud

hardware. DWD presented its own strategy for modern roll-out of ICON, a by-design portable
process-chain based on software containers, which became the starting point of the “ICON-inthe-cloud” project (later named “ICONIC”).
9
10
11
12
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and retaining the needed skilled human resources, the World Bank has been exploring innovative

https://projects.worldbank.org/en/projects-operations/project-detail/P120788
https://www.cosmo-model.org/

See World Bank & GFDRR (2019): Weathering the Change: How to Improve Hydromet Services in Developing Countries?
See World Bank & GFDRR (2020): The Power of Partnership: Public and Private Engagement in Hydromet Services

11

The meeting agreed that Central Asia provided a good domain to pilot ICONIC, given its interest
in increasing NWP operational usage and need for high resolution modeling in its high mountain

region, with the Pamir and Tian Shan Ranges including several peaks over 7,000 m asl. While

DWD had limited formal relations with the Central Asian NMHSs, the World Bank brought several
years of partnership and operational experience in the region, including knowledge of capacities,

limitations and national operational contexts. As the WMO had been and continues to provide
technical guidance to the World Bank and NMHSs in Central Asia, its support for the partnership

was also deemed critical. The World Bank and WMO then in October 2019 presented the idea of

piloting ICONIC to representatives of the Central Asia NMHSs during a regional CAHMP meeting,
who voiced their support.

The partnership was formalized in 2020 and pursued a series of coordination meetings during

2021 and 2022, all held virtually due to COVID-19. Given the obvious links to the CAHMP and the

potential for future integration in the Central Asia Flood Early Warning System (CAFEWS13) currently
under development, representatives from the CAHMP Project Management Unit (PMU) also joined

the meetings. The meetings agreed among many technical details the domain to be modeled, the

commercial cloud services to be tested, how the pilot would be rolled out to the NMHSs, and
opportunities for the way forward.

The results presented herein summarize those reviewed in detail in the technical report of ICONIC
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testing in Central Asia 14: https://doi.org/10.5676/DWD_pub/nwv/icon_009
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https://www.worldbank.org/en/news/infographic/2021/12/10/cafews

Prill, F. & Eser, C. (2022). ICONIC – ICON in the Cloud. Reports on ICON, issue 009, DWD and Max-Planck-Institute for Meteorology.

3. Model Domain and Configuration
The LAM domain used for ICONIC testing in Central Asia is shown in Figure 3. It was delineated
to include at least some territory of all Central Asian countries, cover the high mountain region in

southeast Central Asia, and to be large enough to require significant computing power for running

the model at an operationally usable resolution. The selected domain is approximately 2,000 km (in

longitude) by 1,300 km (in latitude), covering a total area of 2.6 million km2. A horizontal resolution
(grid size) of 3.2 km was used resulting in 238,844 grid cells, with 65 vertical model levels to a top
vertical height of 22 km.

To simulate a realistic workload, a 72-hour (3-day) forecast run15, which generated output of
about 34.6 GB per run, was used as the testing scenario. It should be noted that the selection

of the test domain and model configuration followed purely technical considerations. An analysis

of the meteorological forecasting result quality, which would involve detailed parametrization and
verification, was beyond the scope of the ICONIC piloting. This will however be considered to be
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Figure 3: LAM domain used for ICONIC testing.

pursued during potential subsequent phases of testing in Central Asia.
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The run utilized 8,640 model steps with a time-step of 30 seconds.

4. Testing
Tests were performed to explore the feasibility of running a NWP model on commercial cloud
providers, while using the opportunity to establish the system at a basic level. Considering the

often-limited capacities and resources of World Bank clients, while aiming to leverage the value-for-

money that the ICT market can provide, the tests aimed to specifically explore ease of deployment,
portability from one cloud provider to another, sufficiency in meeting operational forecasting needs,

and cost effectiveness. The tests successfully pursued containerization of the model (see box
below), implementation of the NWP process chain through control scripts and a web front-end, and
the demonstration of the portability of the approach on commercial cloud providers.

WHAT IS CONTAINERIZATION?
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RedHat provides an easy-to-understand explanation
(https://www.redhat.com/en/topics/cloud-native-apps/what-is-containerization):
“Containerization is the packaging together of software code with all it’s necessary components
like libraries, frameworks, and other dependencies so that they are isolated in their own
“container.” This is so that the software or application within the container can be moved and
run consistently in any environment and on any infrastructure, independent of that environment
or infrastructure’s operating system. The container acts as a kind of bubble or a computing
environment surrounding the application and keeping it independent of its surroundings. It’s
basically a fully functional and portable computing environment.”

Numerous commercial cloud providers offer computing, storage and networking resources as a
business model. While cloud hardware was originally focused on small and agile services, in recent

years their portfolio has expanded to include high-performance computing workloads. This has

made running containers in the cloud attractive for HPC applications, also for meteorology. For
ICONIC piloting, Amazon Web Services, Google Cloud Platform and Microsoft Azure were selected
due to their global ubiquity; they currently account for significantly more than 50% of the global
market share.16
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Cloud Channels Analysis: https://www.canalys.com/analysis/cloud-channels

5. Experience and Results
Cloud computing involves the use of several hardware servers (physical machines), called “nodes”.
For bigger computing jobs, nodes are connected so that they can be used together, called a

“cluster”. When running an application on the cloud, an “instance” is set up, which to the user is
like a single virtual machine. While an instance represents a single machine in software, in practice
it usually runs on several clusters of nodes.

5.1 Setting up the model
Setting up ICON on the cloud involved primarily developing the containers, ensuring the proper
flow of data to, between and from the containers, and scheduling the multiple jobs needed to run

the NWP, described in more detail in the Annex. To reduce costs, ICONIC used different hardware

classes for different jobs. While running the NWP is computationally and network intensive, preand post-processing requires much smaller machines, but involves significant input/output. In

addition, by far the largest part of the cluster, the computing nodes, are not needed full-time
(24/7). Instead, the required hardware is requested immediately before job execution, called “auto-

scaling”. Although auto-scaling entails additional startup time, it is significantly more cost-efficient,
included basic visualization of the NWP forecast. After account setup and payment registration, and
when all external parameters are prepared and libraries for the cloud containers are available, the

setup of a new cloud based ICONIC is possible in less than one hour. While Section 5.2 summarizes
the needed ICT skills, it should be noted that since DWD has already set up the containers, no
expertise is necessary to set up the software stack, as software dependencies or library versions
for ICON are available.

5.2. Optimizing cloud services
Commercial cloud providers allow users to choose what instances and clusters to use, which provide

different computing powers at different costs. Depending on needs, a user can therefore optimize

costs while still ensuring timely completion of their computing jobs. Cloud providers also offer
nodes and clusters located in different regions of the world, which has a significant impact on costs.

Piloting showed that moderate cloud hardware requirements – 25 Gigabit Ethernet interconnect and

on demand general purpose multi-core CPUs (central processing units) – were sufficient for the
Central Asian test setup in ICONIC.

Optimizing the cloud setup required experience, skills and understanding of the appropriate

cloud provider, cloud provider software, Linux distribution, workload manager, containerization,
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and no costs are charged for node deployment. During this piloting, ICONIC post-processing only

message passing interface (MPI), multithreading, ICON, etc. This may be different from standard
NMHS staff capacities who generally require only basic Linux skills and knowledge of forecasting
models and software.
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5.3. Forecasting time
The testing monitored the time needed to run the model across the following categories, with
average results shown in Figure 4:
•

Node deployment: Time required to start up the virtual nodes, i.e. the time spent between

the job submission and its execution. Note that for the node deployment usually no costs
are charged. However, because large numbers of smaller nodes may be difficult to reserve
on-demand, this increases the time needed before initialization of the model.

•

Initialization time: During this phase, all necessary data is downloaded from the cloud

storage, the job directory is created and populated with all necessary configuration files,
and the model is initialized.

•

Model runtime: Actual running of the NWP.

•

Data upload time: Uploading of NWP forecast output data to the cloud storage. This can
partially occur concurrently with the model run.

Figure 4: Comparison of run times needed for a 72-hour (3-day) forecast for the ICONIC Central Asia
model utilizing test node configurations on three cloud providers. Overall job initialization time is
considered the sum of data download, job preparation and model initialization.17
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The selection of clusters aimed to limit the forecasting time to a maximum of 30 minutes, which is

considered as sufficient for operational forecasting needs. While, as shown in Table 1, job initialization
plays a negligible role in terms of cost, the use of fewer large nodes pays off in terms of cost efficiency.

Additionally, time spans for node deployment and data upload differ significantly. This becomes
an important criterion for optimization and choice of the provider. The data upload phase could be

drastically reduced by overlapping with the actual forecast computation. However, the duration of the
deployment phase in the on-demand payment model is essentially predetermined by the cloud provider
settings. Finally, a relatively small impact of network bandwidth on model runtime was observed.

This figure does not represent general statements about the different cloud providers, nor are they best practice recommendations. The general
conditions and price calculations are described in the text. The selected configuration is to be understood as experimental, and further testing is
necessary.
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5.4. Portability
All major cloud vendors are supporting software containers, which means that the containerized
ICON model can be deployed on any of them. As one of the main objectives of ICONIC, the ICON

setup focuses on general purpose, off-the-shelf hardware. This promotes cost efficiency, and,

at the same time, fits in with the portability constraint of ICONIC by avoiding vendor lock-in. This
requirement in fact comes at a cost whenever special HPC hardware is available: especially largerscale computations benefit from dedicated libraries for high-speed interconnects. These have not
been the focus of the piloting scenario, and therefore, in favor of portability, the ICON containers
do not take this into account.

The Slurm workload manager offered the advantage that the ICONIC setup can be transferred to
different cloud providers with a minimum of effort, and migration of the job scripts to local system

installations is also simplified. Many commercial cloud providers offer facilities to set up the Slurm
software for this purpose. An additional “icon-administration” container was set up, which packages

the necessary tools and scripts to create a Slurm setup for each of the tested providers. The testing
showed that moving ICONIC to a different cloud provider is possible on short notice; setup of a new
cloud-based ICONIC cluster works is possible in less than one hour (not counting the time needed
to setup a cloud account and register payments).

5.5. Costs
Operational NWP, however, generates short-term load peaks (for example once or twice a day for

regional LAMs), while resource requirements are quite low during periods in between runs. As a technical
solution, therefore, a dynamically changeable (auto-scaling) computing cluster must be used.

Moreover, the cost model most likely to be considered here is on-demand payment (“pay as you

go”). One advantage of this payment model is that there is maximum flexibility with regard to the
platform chosen. Reserved cloud instances (usually offered with an approximately 40% discount)
would not be cost efficient unless the daily workload exceeds 14 – 15 hours.

Testing revealed that if the ICONIC setup is run continuously in the cloud with two 72-hour forecast

runs each day, again with the aim to limit run time to maximum 30 minutes, the average annual costs

shown in Table 1 would be incurred. This results in a conservative estimate of costs of under US$30
per run. Utilizing conservative assumptions and estimates for the costs of pre- and post-processing,
the total annual cost without data transmission would be approximately US$50,000.

ICON-In-the-Cloud (ICONIC)
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Commercial cloud pricing models are typically based on long-term calculated permanent loads.

17

Table 1: Average annual computing costs for operational ICONIC in Central Asia (rough estimate)

Service
24/7 login node
Computing nodes
Storage drive
Inbound data transfer
Outbound data transfer

Annual Cost (US$)
$1,200
< $30,000
$120
free
$0.09/GB

Simple storage service

< $120

Registry, gateway, etc.

< $60

Costs of course depend on how much computing power is needed, which itself depends on the

size and resolution (vertical and horizontal) of the NWP LAM, and the desired maximum run time.
For the high mountain regions of Central Asia, a higher resolution LAM than tested would likely

be required, for example at less than 2.5 km horizontal resolution. Such high resolution would
however not be required for the large flat/steppe areas in the region. This is why the current
ICON-In-the-Cloud (ICONIC)
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regional COSMO-CA set-up includes two models, one with a 6.6 km resolution domain for the
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whole region, and another with a 2.2 km resolution domain for the high mountain sub-region, as

shown in Figure 5. ICONIC portability and cost efficiencies could provide for such a setting up of
multiple models for different needs, whether regional or national.

Figure 5: LAM domains currently used by the regional COSMO-CA models.

6. Conclusions
In general, it appears that running NWP on a commercial cloud provider is an attractive alternative
to procuring and maintaining an HPC for the same purpose, particularly for resource constrained
NMHSs. Often challenged to attract and retain sufficient technical staff to maintain HPCs, as well

as confronted by insufficient budgets and even inconsistent power supplies, the offloading of

such ICT burdens to commercial providers for comparatively small costs should be considered by
NMHS management.

At the same time, NMHSs should keep in mind that the level of skill and the resolution of global
mesoscale models run by GPCs such as DWD and ECMWF are now very high and will continue to

improve, also in ensemble mode. LAMs only provide significant benefits over global models when
run at substantially higher resolution and/or with assimilation of high-quality local observations
at high resolution. ICONIC piloting however did not test the containerization and operation of

data assimilation, which would involve increased data transmission, monitoring and computing
complexity, thereby requiring higher technical skills. The initial decision to run NWP locally must
therefore also consider existing and future available global products, and how a LAM could add
value to deliver improved services.18

government institutions would prefer to invest in tangible hardware such as an HPC. The spending

of government budget on commercial cloud provider services, particularly those of large western
multinationals, may be politically challenging, even if proven to be more cost efficient and
sustainable. However, from a purely technical perspective, the following conclusions can provide
guidance when exploring potential NWP solutions.

6.1. Cost efficiency
ICONIC piloting revealed that running an NWP LAM with 238,844 grid cells, 65 vertical levels and
for a 72-hour forecast with a 30-second timestep twice per day would cost about US$50,000 per

year. This is considered a maximum rough estimate based on the information produced during
testing. In addition, as the cloud computing market continues to grow, service prices are expected
to continue to decrease.19

This can be compared to the costs of procuring and operating an HPC to serve the same purpose.
Under CAHMP, one of the Central Asian NMHSs in 2017 procured an HPC system and support

facilities, costing US$1.1 million including server rooms (air conditioning, insulation, fire control

systems, raised floors, etc.) and auxiliary support systems (mains electricity connections, back-up
power supply, network management, etc.). Moreover, an additional investment of US$250,000 was
18
19

See World Bank & GFDRR (2019): Weathering the Change: How to Improve Hydromet Services in Developing Countries?

https://journal.uptimeinstitute.com/cloud-generations-drive-down-prices/
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NMHSs may face the political reality that their parent ministry or other relevant apex central
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needed between 2018-2022 to upgrade the ICT system, security and access control units, and local
area network.

Given the generally decreasing costs of ICT hardware, if the same system would have been

procured in 2022, the total capital cost of the investment is estimated at just over US$610,000. A
cloud alternative over a five-year operational period is estimated to cost only about US$230,000
(not including staff costs), also not requiring the procurement and works challenges of installing

hardware and support systems.20 For further comparison, another Central Asian NMHS with a well-

established NWP program spends in the range of US$150,000-US$300,000 per year on operations
and maintenance (O&M), including costs of staff involved in both NWP and ICT.

These Central Asian figures align with cost estimates for installing and running HPCs for NWP

from NMHSs around the Europe and Central Asia Region.21 Average hardware capital costs to

run national and regional models range between US$1 million to US$1.5 million, with annual O&M
costs (including staff time) of US$200,000 to US$250,000. Globally, annual O&M costs of NWP
hardware and software including staff time are estimated to be equivalent to 10%-30% of the capital
investment costs to procure and install the HPC to run NWP.

The above annual O&M costs are already higher than the estimated costs of running the same
models on cloud services, and this does not consider the capital investment costs, lost production

due to downtimes triggered by power interruptions, hacker attacks, server maintenance, etc. These

cost estimates provide the financial justification to explore potential cloud solutions. In addition,
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system equipment such as batteries, uninterrupted power supply, processors, storage, etc. will
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require upgrading in about five years, which will require at least 20%-50% of the initial investments
together with data migration costs.

A cloud solution would also enable NHMSs to reorient limited resources to post processing of
products generated on the cloud, thus better focusing and intensifying NWP in-house activities on
specific national and local needs.

6.2. Requirements for Internet connectivity and security
The pilot model runs produced forecast outputs of 34.6 GB per run, which were uploaded into a
dedicated cloud storage. Users may choose between ICON data products in NetCDF and GRIB2

format, based on ICON’s triangular unstructured grid or already interpolated onto regular latitudelongitude grids. The idea of processing the data already in the cloud, as was realized as a limited

prototype of the “icon-post” container, would be the most efficient solution. In any case this
volume of data is not excessively large, such that downloading the results even with slower Internet
connections should be possible in a timely manner to support operational forecasting.

According to the International Telecommunications Union (ITU), as of January 2022 the international
Internet bandwidth available to countries of the Commonwealth of Independent States (CIS, of

20
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Cost calculations were made with the Microsoft HPC- Total Cost of Ownership calculator: https://azure.microsoft.com/en-us/pricing/tco/calculator/

Based on information from Croatia, Kazakhstan, Kyrgyz Republic, Romania, Slovenia, Turkey and Uzbekistan.

which all Central Asian countries are members), reached 20 Terabits/second.22,23 While this is the
slowest of all the regions ITU assesses, it is almost double the rate available to CIS countries in

2018. Also in 2018, the average download speed available to the Central Asian NMHSs was 60
Megabit/ second, and it is assumed that now it is at least 100 Megabit/second. This would result
in the NMHSs needing less than 30 minutes to download the entire ICONIC dataset of 34.6 GB. If

this is not fast enough to support operational forecasting, only downloading graphical products
(plots) could be an alternative solution. The Internet connection must of course also be available
and stable when needed.

The average costs of fixed broadband in the CIS are estimated at about 1.2% of Gross National

Income (GNI), which is well below the United Nations Broadband Commission for Sustainable

Development’s affordability threshold of 2% of GNI. However, for some Central Asian countries, the
average cost of fixed broadband is 5%-10% of GNI.24 Despite this, given the importance of Internet
connectivity for meteorological forecasting, it should be considered a priority for NMHS operational
budgeting.

A key concern to be considered by the NMHSs if outsourcing computing services and even data

storage to the cloud is security, in particular when it comes to data that is considered to be either
a matter of state security and/or commercial value.

Operation of NWP on cloud services appears to require at a minimum two positions: one ICT
specialist who operates the cloud, and one scientist with skills in NWP.25 It should however be noted
that the required ICT expertise and skills are likely somewhat different to those normally held by
standard NMHS ICT specialists.

Going forward, the process of containerization will continue to be performed by DWD and the
COSMO Consortium, like all “traditional” ways to release the ICON software. NMHSs will then only
have to download and start the container release, so that installation requires simply downloading
and running a large file, as long as a cloud account has been registered with sufficient credits.

6.4. Flexibility
The main objective of the pilot was implementation of a portable cloud setup. Once set-up,
portability from one cloud provider to another is not complex and does not take long, assuming
the necessary user accounts and payments have been set up. This is useful to ensure that the

NMHSs can take advantage of the best cost and quality of service opportunities offered by
different cloud providers.

22
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24

1 Terabit = 1 million Megabits

ITU (2022). Measuring Digital Development: Facts and Figures 2021. International Telecommunications Union, Geneva, Switzerland.
ibid

Given that NMHSs operate 24/7, the notion of two “positions” will likely entail more than two people to ensure adequate coverage of all forecasting
shifts/runs.
25
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6.3. Requirements for in-house ICT staff capacity
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Setting up multiple LAM configurations on one particular platform is in principle possible but
ICONIC piloting did not test this. The software would of course have to be adapted and the user

would need to manage scheduling of multiple jobs. However, this is in essence what many NMHSs
are already doing on their physical servers, for example the two parallel COSMO-CA models the
RSMC Tashkent runs for Central Asia (see Section 5.5).

6.5. Dependency on the global NWP provider
DWD and the COSMO consortium intend to make the containerized ICON for potential cloud
deployment available to qualified license holders. For public agencies such as NMHSs, licensing

costs are low and scaled to their countries GDP, and in some cases are offered for free. While
DWD generally makes itself available to help set up specific LAMs, the NMHSs themselves do

not need extensive skills unless the forecasting setup is changed. DWD is committed to providing
operational boundary conditions for all ICON models. The COSMO Consortium plans to provide
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software updates, support and training as part of its support license.
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Annex: Setting up ICONIC
Setting up ICON on the cloud involved primarily developing the containers, ensuring the proper

flow of data to, between and from the containers, and scheduling the multiple jobs needed to

run the NWP. Among the available container products, the Singularity and Docker environments
were selected. Singularity (now apptainer) is the most widely used container system for HPC while

Docker is generally accepted as the de facto standard for building containers and containerized

applications. ICONIC workflow was configured and arranged within the JupyterLab web application,
which is a well-established open-source software in the scientific computing community. JupyterLab
provides an interactive web interface, where the description of the NWP process steps, the metadata and the results are presented together in so-called notebooks.

The Slurm workload manager served as the backend for ICONIC. Slurm offers basic monitoring
functionality and is one of the most widely used open-source job schedulers for Linux clusters and
supercomputers. Its tasks include management of the job queue and execution of parallel jobs on

a set of allocated clusters. It can be adapted to manage, scale, and maintain compute nodes with
containerized applications (called “container orchestration”). Two alternative container orchestration

tools were also tested, namely Docker Swarm and Kubernetes, but ultimately not used because they
To reduce costs, ICONIC used different hardware classes for different jobs. While running the
NWP is computationally and network intensive, pre- and post-processing requires much smaller

machines, but involves significant input/output. In addition, by far the largest part of the cluster,
the computing nodes, are not needed full-time (24/7). Instead, the required hardware is requested

immediately before job execution. This so-called “auto-scaling” was an essential task of the Slurm
workload manager in ICONIC. Although auto-scaling entails additional startup time, it is significantly
more cost-efficient, and no costs are charged for node deployment.
The overall sequence to run ICONIC is as follows:
Central services run on the head node (login node), which is a machine with comparably low

computing power. This container hosts the JupyterLab web front-end for the NMHS operator and
post-processing users. The head node runs 24/7 to minimize startup times.

1. The container that operates ICONIC communicates with the Slurm workload manager
which controls the auto-scaling cluster. The Slurm controller also runs 24/7. Depending

on the chosen cloud provider, this service is located on the head node or on a separate
extra node.

2. The computing nodes, on which the actual NWP software runs, are dynamically allocated
as needed and released after the runs are completed. Three different container types
are launched on the computing nodes. These services do not run interactively but are
script-controlled:
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were designed primarily to scale micro-services, not ideally suited for HPC workloads.
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•

One container contains all necessary pre-processing tools. These handle the

interpolation of initial and boundary conditions onto the ICONIC LAM domain,

since the dataset of these model fields provided by DWD is defined with respect
to DWD’s global computational domain.
•

Another container runs the ICON NWP model in limited area mode. This is computer
resource-intensive so runs as a distributed service using multiple nodes and
containers with a suitable interconnect.

•

Finally, a post-processing container allows for automated generation of graphical
products. ICONIC post-processing comprises Python scripts with graphics libraries
and command-line tools, but as a pilot only includes basic visualization of the NWP
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forecast.
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